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Abstract—The parallel phone recognition followed by language
model (PPRLM) architecture represents one of the state-of-the-art
spoken language identification systems. A PPRLM system com-
prises multiple parallel subsystems, where each subsystem
employs a phone recognizer with a different phone set for a
particular language. The phone recognizer extracts phonotactic
attributes from the speech input to characterize a language. The
multiple parallel subsystems are devised to capture the phonetic
diversification available in the speech input. Alternatively, this
paper investigates a new approach for building a PPRLM system
that aims at improving the acoustic diversification among its
parallel subsystems by using multiple acoustic models. These
acoustic models are trained on the same speech data with the
same phone set but using different model structures and training
paradigms. We examine the use of various structured precision
(inverse covariance) matrix modeling techniques as well as the
maximum likelihood and maximum mutual information training
paradigms to produce complementary acoustic models. The
results show that acoustic diversification, which requires only
one set of phonetically transcribed speech data, yields similar
performance improvements compared to phonetic diversification.
In addition, further improvements were obtained by combining
both diversification factors. The best performing system reported
in this paper combined phonetic and acoustic diversifications to
achieve EERs of 4.71% and 8.61% on the 2003 and 2005 NIST
LRE sets, respectively, compared to 5.77% and 9.94% using
phonetic diversification alone.

Index Terms—Acoustic modeling, fusion, maximum mutual in-
formation (MMI), parallel phone recognition followed by language
model (PPRLM), precision matrix modeling, spoken language
identification.

I. INTRODUCTION

AUTOMATIC spoken language identification (LID) is the
process of determining the identity of the language cor-

responding to a given spoken utterance. Many different tech-
niques have been investigated in the past, which can be broadly
divided into two major categories, namely, the phonotactic and
the acoustic approaches. The phonotactic approach is a classic
LID system which uses a phone recognizer to convert speech ut-
terances into a phone sequence and then performs phonotactic
analysis to classify the language [1]–[4]. Recently, acoustic ap-
proaches have also been well studied. In particular, the use of
shifted delta coefficients (SDCs) in training the Gaussian mix-
ture model (GMM) language classifiers has been found to yield
promising results [5], [6]. In addition, discriminative classifiers,
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such as the support vector machines (SVMs), have also been ap-
plied [7], [8] to the LID task. Many state-of-the-art LID systems
incorporate both acoustic and phonotactic approaches to obtain
further improvements [9]–[11]. This paper focuses on the study
of the phonotactic approach.

A typical phonotactic system consists of a phone recognizer
(PR) as the front-end and a language model (LM) as the
back-end. This type of system is commonly known as a phone
recognizer followed by language model (PRLM) system [1].
The front-end phone recognizer plays an important role of
extracting the phonotactic information (phone sequences) from
the speech data. In general, it is possible to represent the phono-
tactic attributes by sequences of basic sound units, which could
be phones, syllables [4], or even automatically derived acoustic
segments [12] and GMM tokens [13]. A typical back-end con-
sists of a set of language models, one for each target language.
These language models are trained on the phone sequences
extracted by the front-end. Other advanced techniques, such
as the anti-model training [14] and the vector space modeling
(VSM) approach [3] for the back-end classifiers, have also been
investigated.

Typically, the phone recognizer of a PRLM system is trained
on speech data of a particular language using a phone set for
that language. This may not be sufficient to cover the sound
units that appear in the target languages of a language iden-
tification task. This problem is typically circumvented in two
ways. The first approach is to adopt a universal phone set which
is language independent [12], [15], [16]. The universal phone
set may be derived from the International Phonetic Alphabet or
Worldbet [17]. Alternatively, the common phone set may also
be derived automatically using the clustering techniques [15] or
acoustic segmentation [12]. The second approach of improving
the phone coverage is to combine multiple PRLM systems to
form a parallel PRLM (PPRLM) system, which has been found
to yield improvement over the individual PRLM systems [1],
[9], [11]. This is because the phone recognizers of the PRLM
systems use language-specific phone sets to extract complemen-
tary phonotactic information and thus provide a greater phonetic
diversification.

In this paper, an alternative methodology for building the
PPRLM systems, which aims at providing an acoustic diversifi-
cation, is proposed. This is achieved by using phone recognizers
with different acoustic models trained on the same speech data
with the same phone set. The acoustic models differ by their
model structures and training paradigms to capture the acoustic
variations of each phone. The purpose is to train complementary
subsystems such that each subsystem emphasizes on different
acoustic aspects. If we view the parallel phone recognizers as
the mixture-of-experts, then each phone recognizer provides an
expert view about the input speech, by the way of different error
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patterns. This is analogous to system combination for speech
recognition [18], [19] to improve system performance. Further
to an earlier work reported in [20], this paper provides an exten-
sive study of the effect of acoustic diversification on PPRLM
performance and its comparison with the conventional phonetic
diversification.

Recently, the Semi-Tied Covariance (STC) [21], and Sub-
space for Precision and Mean (SPAM) [22] models were
successfully applied to the large-vocabulary continuous speech
recognition and showed promising improvements over the stan-
dard diagonal covariance matrix systems [23]. Furthermore,
discriminative training methods such as maximum mutual
information (MMI) [24] has also been shown to outperform
the conventional maximum-likelihood (ML) training approach.
This paper examines the use of these structured precision
(inverse covariance) matrix modeling techniques and the MMI
training paradigm as alternatives to train diversified acoustic
models for PPRLM.

The remaining of this paper is organized as follows:
Sections II describes the phonotactic LID system and the
formulation of PPRLM system as a statistical model for LID.
Section III discusses phonetic and acoustic diversifications as
two important factors to improve a PPRLM system. This is
followed by a detailed description of the proposed PPRLM
system with a diversified acoustic front-end in Section IV.
The formulation of the structured precision matrix models and
MMI training are discussed in Sections V and Section VI,
respectively. Experimental results are presented in Section VII.

II. PHONOTACTIC LANGUAGE IDENTIFICATION

The spoken language identification (LID) task is to recognize
the language associated with a segment of speech data. One of
the most commonly employed techniques for LID is the phono-
tactic approach. Phonotactic constraints are language specific in
that the permissible combination of phones is unique to a lan-
guage. These constraints provide a good source of information
for language identification.

A language identification problem can be formulated in a sta-
tistical framework as follows. Given a sequence of feature vec-
tors for the speech utterance, the identity of the language cor-
responding to this speech utterance is given by the maximum
a posteriori decision rule as

(1)

where is the a posteriori probability of language given
. A PPRLM phonotactic LID system models this a posteriori

probability as a weighted summation of the a posteriori proba-
bilities for each phone recognizer

(2)

where is the prior probability of the phone recognizer . It
can be viewed as a contribution weight of the phone recognizer

towards the overall a posteriori probability. These values may
be set to be equal for all phone recognizers. Alternatively, they
can be tuned to optimize the performance on a held-out dataset
such that a better phone recognizer has a larger weight. Equa-
tion (2) is a linear fusion of the posterior scores of each PRLM

system. Using the Bayes theorem, the a posteriori probability
for phone recognizer can be rewritten as

(3)

where is a positive-valued system parameter that can be tuned
to improve test set performance, and is the total number of
target languages. It has the effect of posterior flattening or
sharpening when set to be less than or greater than one, re-
spectively. In this paper, has been empirically found
to lead to good equal error rate (EER) performance. A uniform
probability is often assumed for the language prior probability

. Therefore, it can be dropped from the above equation.
The remaining term to be computed is the likelihood function

. It can be expanded as follows:

(4)

where is the likelihood of the phone recognizer
, with model parameters generating the phone sequence

. is the language model probability of the phone
sequence given the parameters, . It is computationally
expensive to exactly evaluate (4) due to the summation over all
possible phone sequence . However, it can be approximated
as

(5)

where

(6)

Therefore, the computation of is a two-stage process.
1) The front-end of the system, a phone recognizer , extracts

the phonotactic information (the best phone sequence )
from speech data using (6). For a hidden Markov model
(HMM) [25]-based phone recognizer, this can be achieved
efficiently using the Viterbi algorithm [26].

2) The back-end of the system is a set of language models
for , from which the likelihood scores of

each target language is computed using (5) and
then normalized using (3) to obtain the posterior probabil-
ities .

A typical -way PPRLM system is schematically shown in
Fig. 1. It combines PRLM subsystems (enclosed by dotted
rectangles) in parallel. Each subsystem constitute the aforemen-
tioned two-stage process. The final score of a PPRLM system is
obtained using a linear score fusion given by (2).

III. PHONETIC VERSUS ACOUSTIC DIVERSIFICATIONS

A PPRLM system, as depicted in Fig. 1, has a parallel archi-
tecture combining multiple PRLM subsystems. Each subsystem
consists of a front-end (a phone recognizer) and a back-end (a
set of language models). The front-end can be viewed as a fea-
ture extraction module which converts speech waveforms into
phone sequences (phonotactic features). These features are used
by the back-end to perform language identification. A PPRLM
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Fig. 1. PPRLM system with � PRLM subsystems using score fusion.

system uses different phone recognizers to enhance the diver-
sity of its fron-end. Typically, language-dependent phone rec-
ognizers are used for the PRLM subsystems [1], [27]. Each of
these phone recognizers is trained on speech data of a particular
language with a phone set that covers the sound units of that
language. Since the phone set of one language may not cover
the sound units of another language, it makes sense to combine
multiple language-dependent phone recognizers to broaden the
coverage of sound units required by all the target languages.
This kind of diversification is referred to as phonetic diversi-
fication since it widens the phonetic coverage of the overall
system. Because the subsystems use different phone sets, the
resulting phone sequences generated by the individual subsys-
tems are said to be heterogeneous. Since the phone sets of dif-
ferent languages contain overlaps and there exists a finite set
of sound units to cover the target languages, the improvement
gain from increasing will eventually saturate when is suffi-
ciently large. Hence, other forms of diversification is desired to
further improve the PPRLM system performance.

Acoustic diversification is an alternative form of diversifica-
tion. This is motivated by the fact that phone recognizers are
imperfect, where the resulting phone sequences are error-prone.
Errors introduced by the phone recognizers will inevitably de-
grade the performance of the back-end phonotactic language
models. As reported in [28], good-quality phone recognizers
are important to achieve a good PRLM system. It allows ac-
curate and reliable extraction of phonotactic information. One
way of addressing this issue is by hypothesizing multiple phone
sequences for each speech utterance, instead of the taking the

best Viterbi path approximation given by (5). Thus, (4) can be
approximated as

(7)

where is the set of hypotheses to be considered. can
be represented as an -best list or more compactly in the
form of a lattice. This approach is said to provide a better
acoustic diversification because the speech utterance is now
represented by multiple sequences of sound units that allows
a better phonotactic analysis. Unlike phonetic diversification,
phone sequences obtained by acoustic diversification are
homogeneous since the same phone sets are used. A good
diversification is achieved when the set of multiple hypotheses
contain error patterns which are complementary to one another.
One way of achieving acoustic diversification is through the
use of lattice-based PRLM systems. This approach has been
found to outperform the standard PRLM systems as reported in
[14], [29], and [30]. Alternatively, it is also possible to derive a
common set of acoustic units shared across all target languages
and train multiple phone recognizers on speech corpora of
different languages using the same set of acoustic units. The
common acoustic unit set may be derived automatically from
training data [4], [12]. These approaches are known as the
implicit language identification systems [4]. They provide
acoustic diversification by modeling the intercorpus variability.

In this paper, another acoustic diversification approach is
proposed where multiple phone recognizers are trained using
different acoustic models, but with the same training data
and phone set. This is very similar to the implicit language
identification systems except that in our case, the acoustic
diversification is achieved by modeling the intracorpus acoustic
variability. This approach is motivated by the success of
Recognizer Output Voting Error Reduction (ROVER) [18]
in combining 1-best hypotheses from multiple speech rec-
ognizers to obtain a better hypothesis. For PPRLM systems,

-gram statistics are collected from the phone sequences for
subsequent back-end phonotactic analysis. Therefore, instead
of performing ROVER to combine multiple phone sequences
into a single phone sequence before computing the -gram
statistics, it is preferable to combine the -gram statistics from
multiple phone recognizers to perform phonotactic analysis.
This will prevent useful -gram from being discarded pre-
maturely. This is a form of mixture-of-experts (MoE) system
where each acoustic model may be viewed as an expert and the
final -grams statistics is the mixture of the individual statistics
of each expert. It has been shown that combining different
acoustic modeling techniques gave promising improvement to
large-vocabulary continuous speech recognition [31]. Although
it is possible to produce expert systems by simply changing
the insertion penalty, training sets or the number of model
parameters, these diversifications are not investigating in this
paper because they generally yield only slight changes in the
phone sequence, and these changes are usually less consistent.
Acoustic diversification using different acoustic models will be
described in detail next.
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IV. MULTIPLE ACOUSTIC MODELS FOR PPRLM

As previously mentioned, standard PPRLM systems rely on
multiple training corpora of different languages and different
phone sets to provide a good phonetic diversification. This
paper considers a different approach for building PPRLM
systems without the need of having many different training cor-
pora. Instead, different acoustic models are trained on the same
speech corpora, but using different modeling techniques and
training paradigms to form the complementary parallel systems.
This approach provides more acoustically diversified parallel
systems without requiring additional phonetically transcribed
speech data. Such an approach can also be viewed as an attempt
to overcome the errors made by the phone recognizers, similar
to the lattice-based PRLM approach. Many different acoustic
models can be used to provide acoustic diversification. In this
paper, different structured precision (inverse covariance) matrix
modeling techniques and model training paradigms are used
to train different acoustic models. The covariance matrix is an
important factor in providing acoustic diversification because
it captures the acoustic variabilities within a phone. Since a
given phone set may not be adequate to describe the sounds of
all the target languages, certain sounds are only approximated
by the closest phone. Therefore, there may be a systematical
association between the phone set of the recognizer and the
sounds of a particular language, and such an association may
lead to acoustic variations which are language specific. Hence,
different precision matrix models may be useful in providing
acoustic diversification to the PPRLM systems. Furthermore,
these precision matrix modeling methods have been found to
yield promising improvements on speech recognition tasks
[23], [24]. The fundamentals of these techniques will be dis-
cussed in greater detail in the following two sections.

There are two methods of building a PPRLM system with
acoustic diversification using multiple acoustic models. The
first method is to simply treat each phone recognizer as a sep-
arate PRLM system and compute the likelihood score for each
phone recognizer according to (5). The final score of the system
is then computed using linear score fusion as given by (2).
Alternatively, since the phone recognizers use the same phone
set, it is possible to combine the multiple phone sequences to
form a multiple front-end single back-end (MFSB) architceture,
as illustrated in Fig. 2. In this case, the overall likelihood score
is computed as follows:

(8)

(9)

Equations (7) and (8) are similar in that both compute the
likelihood using multiple phone sequences. The difference
is that the phone sequences in (7) are generated by the same
phone recognizer while those in (8) are generated by phone
recognizers using different acoustic models. Equation (9)
further approximates the likelihood calculation by assuming

Fig. 2. MFSB PPRLM system with � phone recognizers (with the same token
set) and � target languages.

that , i.e., the prior for the phone
recognizers1 and the acoustic scores2 are not used. Hence, this
is equivalent to pooling all the phone sequences together to
train just one set of language models (c.f. Fig. 2), instead of

sets, one for each phone recognizer (c.f. Fig. 1). In testing,
each utterance will also have times more data to estimate the
LM scores, therefore giving a more robust estimation.

In addition, it is also believed that the phonetic and acoustic
diversifications improve different aspects of the LID system,
as described earlier in Section III. Thus, combining these two
factors may further improve the PPRLM system performance.
One way is to put all the phone recognizers of different phone
sets and acoustic models together to form a large PPRLM
system based on score fusion (c.f. Fig. 1). Alternatively, a
two-level PPRLM approach may be adopted where MFSB
PPRLM system is used for each language, and score fusion is
used to combine multiple MFSB PPRLM systems to obtain the
final scores.

V. STRUCTURED PRECISION MATRIX MODELING

A typical HMM-based speech recognition system models the
state output probability distribution using a Gaussian mixture
model. The covariance matrix of each Gaussian component cap-
tures the acoustic variability. It is usually approximated as a di-
agonal matrix for computational efficiency and robust parameter
estimation. Recently, structured approximation of the precision
matrix (inverse of the covariance matrix) has been found to yield
better performance for speech recognition. A structured preci-
sion matrix modeling technique achieves a compact model to
approximate the correlations between feature elements, while

1It was found that tuning the priors on some development data did not yield
consistent and robust improvements on unseen test sets.

2It is not easy to combine the acoustic (log-likelihood) scores from multiple
phone recognizers as the scores may not be compatible. This is the case when,
for example, combining acoustic scores for ML- and MMI-trained systems.
Therefore, acoustic scores are not used in this paper.
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maintaining efficient computation [23]. Examples of this tech-
nique include the STC [21] and S SPAM [22] models. These
methods will be briefly described next. The details on param-
eter estimation and implementation are described in [23].

A. Semi-Tied Covariance (STC)

STC [21] models the precision matrix of the Gaussian com-
ponent in the system as follows:

(10)

where are the rank one basis matrices and are
the corresponding basis coefficients for the th Gaussian com-
ponent in the system. The basis vector, , is a column
vector, where is the feature dimension.

B. Subspace for Precision and Mean (SPAM)

A more general form of precision matrix model is the SPAM
model [22]. This paper considers only modeling the subspace
for the precision matrix alone [23]. The precision matrix is given
by

(11)

where is a special basis matrix, initialized as the average
precision matrix of the system to yield a positive-definite sym-
metric matrix [23].

VI. ML VERSUS MMI TRAINING

MMI [24] discriminative training paradigm has been found
to outperform the conventional ML training approach in speech
recognition and other classification tasks. The ML objective
function is given by

(12)

where is the model parameter set and is the th observation
sequence. denote the total number of training utterances. The
ML estimation maximizes the likelihood of each model gener-
ating the training data independently.

The MMI training approach estimates the model parameters
in a discriminative manner by maximizing the following objec-
tive function:

(13)

where is the reference transcription of the th utterance, and
denotes the competing and reference hypotheses generated

by a model. The MMI parameter estimation formulas for the

TABLE I
DESCRIPTION OF THE GERMAN, SPANISH, ENGLISH, MANDARIN,

TAIWANESE, AND KOREAN PHONE RECOGNIZERS

standard HMM systems and various precision matrix models
can be derived using a weak-sense auxiliary function [23]. The
resulting formulae are similar to the ML case, with the sufficient
statistics replaced by the corresponding discriminative statistics
[23].

VII. EXPERIMENTS

This section presents the experimental results for the spoken
language identification task. Training data of six different lan-
guages were used to train the phone recognizers for the PRLM
systems. These languages were German, Spanish, English,
Mandarin, Taiwanese, and Korean. Table I shows the descrip-
tion of the phone recognizers for each of the six languages.
Columns 3 and 4 show the size of the phone set and the amount
of data used to train the phone recognizers, respectively. The
German and Spanish data, obtained from the OGI Multilingual
database [32], has the least amount of speech data available
(just over 1 h of data each). The remaining four languages,
which are the subsets of the IIR-LID database [11], have 14 to
26 h of data each.

For each language, an HMM-based monophone phone rec-
ognizer was trained using the HTK software [33]. A three-state
left-to-right HMM topology was adopted. The state output dis-
tribution is modeled by a Gaussian mixture model. Due to the
limited training data, the German and Spanish phone recog-
nizers consist of eight Gaussian components per state, while
the phone recognizers of the other languages have 16 Gaussian
components per state. Twelve Mel-frequency cepstral coeffi-
cients (MFCC) coefficients [34] with the energy coefficient as
well as the first and second derivatives were used to form a
39-dimensional feature. -gram back-off language models were
trained with Good–Turing smoothing [35], one for each target
language, for the PRLM back-end. The speech data for the target
languages were obtained from the LDC multilingual CallFriend
corpus. Each language/dialect has about 20 h of speech data. All
PRLM systems used trigram language models for the back-end,
and the PPRLM systems used the linear score fusion approach
given by (2) to obtain the final scores. The LID experiments
were conducted as a language detection task, and the perfor-
mance is measured using the average EER of the target lan-
guages. Experimental results are reported on the 1996, 2003,
and 2005 NIST Language Recognition Evaluation (LRE) sets
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TABLE II
PHONE ERROR RATES (PERS) OF THE GERMAN, SPANISH, ENGLISH,
MANDARIN, AND KOREAN PHONE RECOGNIZERS USING VARIOUS

ACOUSTIC MODELING TECHNIQUES. (NUMBERS IN BOLD FACE

INDICATE THE LOWEST PER FOR EACH LANGUAGE)

with a nominal duration of 30 s. There are 12 target languages
for the 1996 and 2003 sets, and eight for the 2005 set.3

A. Phone Error Rates

The quality of each phone recognizer is measured in terms
of the phone error rate (PER) performance, evaluated on some
held-out data randomly selected from the available speech
data given in Table I. Table II shows the PERs of the various
phone recognizers. The DIAG refers to the standard diagonal
covariance matrix structure. In general, the baseline ML+DIAG
system gave between 48.70% to 78.59% PERs for the six lan-
guages. The MMI training method consistently outperformed
the ML training method under all conditions. The gain from
MMI training is relatively larger compared to that from struc-
tured precision matrix modeling. Nevertheless, one observes
clear improvements of STC over DIAG and SPAM over STC.

B. Comparison of PRLM Systems

The phone recognizers listed in Table II were used as the
front-end for the individual PRLM systems. There are in total 36
different phone recognizers: six languages, each having six dif-
ferent acoustic models. The EER performance for these systems
are tabulated in Table III for the 1996, 2003, and 2005 NIST
Language Recognition Evaluation sets. For brevity, only the re-
sults for MMI-trained systems are reported. In general, MMI-
trained systems gave better EER performance compared with
the ML trained systems. Unlike the PER performance shown in
Table II, there is no clear and consistent trend in the EER results
across different acoustic modeling techniques. Most of the best
performing phone recognizers for each language were trained
using either STC or SPAM precision matrix structures (see the
numbers in bold face).

The results in Table III also indicate that the EER per-
formance difference between various acoustic modeling
techniques is relatively small. The average difference between
the highest and the lowest EERs for each language is only
about 2.40%. Although the impact of various acoustic mod-
eling techniques on the EER performance may be small, the
phone sequences produced by different acoustic models may be

3Indian English was excluded from the 2005 test set due to lack of training
data.

TABLE III
EQUAL ERROR RATE (%) OF VARIOUS MMI-TRAINED PHONE RECOGNIZERS

ON THE 1996, 2003, AND 2005 NIST LRE SETS (NUMBERS IN BOLD FACE

INDICATE THE LOWEST EER FOR EACH LANGUAGE)

TABLE IV
PHONE ERROR RATE (%) BETWEEN THE OUTPUTS OF THE ENGLISH

PHONE RECOGNIZERS ON THE 1996 NIST LRE SET USING VARIOUS

ACOUSTIC MODELING TECHNIQUES (NUMBERS IN BOLD FACE

INDICATE PHONE ERROR RATES HIGHER THAN 50%)

substantially different. To investigate this, the dissimilarity be-
tween two phone sequences was computed as the PER between
them.4 A higher PER indicates a larger discrepancy between
the two phone sequences. Table IV shows the PERs between
two outputs from the English phone recognizers using different
acoustic models. The diagonal numbers, which are the results
from comparing two identical outputs, are necessarily zero. The
outputs between different precision matrix models trained with
the same method (ML or MMI) yielded 36.2%–50.9% PER.
On the other hand, the outputs produced by the ML and MMI
training have a much larger discrepancies of 52.2%–70.0%. Al-
though the EER difference between the English ML+DIAG and
MMI+SPAM phone recognizers on the 1996 set was only 1.3%,
the output phone sequences are very different (70.0% PER).
Therefore, the individual PRLM systems shown in Table III are
very different and potentially useful to provide acoustic diver-
sification for system fusion.

4Since PER measure is nonsymmetric, depending on which sequence was
used as the reference, the average PER numbers were reported.
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TABLE V
EQUAL ERROR RATE (%) OF PPRLM SYSTEMS BY FUSING

PHONE RECOGNIZERS OF SIX DIFFERENT LANGUAGES

ON THE 1996, 2003, AND 2005 NIST LRE SETS

C. Experiments on Phonetic Diversification

This section presents results of combining six language-de-
pendent phone recognizers to provide phonetic diversification
to the PPRLM systems. Six such systems were trained, one for
each type of acoustic model. The final PPRLM scores were
obtained using a linear score fusion method, as given by (2).
Table V shows the EER performance of these PPRLM systems.
Each system combines phone recognizers using different phone
sets but the same acoustic modeling techniques. It was found
that phonetic diversification leads to consistent absolute EER
reductions over the best individual sub-systems of 1.6%–2.7%,
2.8%–4.1% and 1.6%–3.1% on the 1996, 2003, and 2005 test
sets, respectively. The table also shows that using MMI trained
acoustic models consistently outperformed ML trained models
of the same precision model structures (i.e., versus ,
versus and versus ). The overall best six-way PPRLM
system combining language-dependent phone recognizers is the
MMI+SPAM system , with EERs of 6.20%, 6.00%, and
10.51% on the three test sets.

D. Experiments on Acoustic Diversification

By contrast, this section investigates the effects of acoustic
diversification using multiple acoustic models. Again, PPRLM
systems were trained by combining different acoustic models of
the same language. The EER performance of six such systems
(one for each language) is tabulated in Table VI. The table
shows the best and worse individual PRLM EER as well as the
score fusion and the multiple front-end single back-end (MFSB)
PPRLM performance. The score fusion and MFSB PPRLM
systems are two different modes of combining homogeneous
phone recognizers, as described in Section IV. In general fusion
of phone recognizers using different acoustic models improved
upon the best individual systems by 2.7%–4.0%, 3.6–4.5%,

TABLE VI
EQUAL ERROR RATE (%) OF PPRLM SYSTEMS BY FUSING

PHONE RECOGNIZERS OF SIX DIFFERENT ACOUSTIC MODELS

ON THE 1996, 2003, AND 2005 NIST LRE SETS

and 2.2%–4.2% on the three test sets, respectively. The MFSB
PPRLM system outperformed the score fusion PPRLM systems
by approximately 0.6% in most cases. Comparing Tables V
and VI, it is interesting to note that the improvements due to
diversified acoustic models are slightly better than that ob-
tained from different languages. In particular, the best six-way
PPRLM using different languages (MMI+SPAM, ) gave
EERs of 6.20%, 6.00%, and 10.51% on the 1996, 2003, and
2005 test sets, respectively, while the best six-way PPRLM
using different acoustic models (Taiwanese, ) gave con-
sistently better performance of 5.16%, 5.76%, and 9.97% on
the same test sets. This shows that different acoustic modeling
techniques provides a better diversification to the PPRLM
systems compared to phone recognizers trained from speech
corpora of different languages.

As previously discussed in Section III, the lattice-based
and MFSB PPRLM systems are very similar. Therefore, the
performance of these systems for two languages were also
compared in Table VII. The ML-DIAG acoustic models were
used to perform lattice generation for the English and Man-
darin systems. The lattice-based approach gave approximately
1.4%–2.4% absolute EER reduction (11.4%–23.0% relative).
On the other hand, acoustic diversification using six different
acoustic models gave 3.7%–6.1% absolute EER reduction (or
26.1%–44.4% relative). Combining lattice-based and MFSB
approaches using weighted score fusion (fusion weights tuned
on 1996 test set) yields only marginal improvements (ap-
proximately 0.1%–0.2% absolute EER reduction). This is
not surprising since both approaches are very similar, i.e.,
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TABLE VII
EQUAL ERROR RATE (%) OF PPRLM SYSTEMS COMPARING 1-BEST,

LATTICE-BASED, AND MFSB PPRLM SYSTEMS ON THE 1996, 2003, AND

2005 NIST LRE SETS (NUMBERS IN BRACKETS INDICATE ABSOLUTE

CHANGE IN EER OVER THE 1-BEST SYSTEM)

TABLE VIII
EQUAL ERROR RATE (%) OF VARIOUS PPRLM SYSTEMS ON THE

2003 AND 2005 NIST LRE SETS. UNIFORM/TUNE96 INDICATES

THE TYPE OF WEIGHTS USED IN SCORE FUSION

representing speech with multiple phone sequences; and it is
likely that the lattices may contain the 1-best paths w.r.t. each
of the acoustic models. Although the lattice-based approach
represents speech with much more phone sequences compared
to the MFSB approach, the latter gave better performance.
This shows that it is better to represent speech with fewer but
more diversified phone sequences.5 Furthermore, to speed up
the MFSB approach, it is possible to generate lattices with
the best acoustic model (e.g., MMI+SPAM) and then perform
lattice-rescoring using the other acoustic models to obtain
1-best outputs.

E. Combining Phonetic and Acoustic Diversifications

Finally, this section compares three PPRLM systems with dif-
ferent diversifications. is the best PPRLM using phonetic di-
versification from Table V and is the best PPRLM using
acoustic diversification from Table VI. is a 36-way PPRLM
system combining all the phone recognizers (six languages
six acoustic models) to achieve both phonetic and acoustic di-
versifications. The EER performance of these three PPRLM sys-
tems is summarized in Table VIII. When uniform fusion weights
were used, acoustic diversification outperformed pho-
netic diversification by about 0.2%–0.5% absolute EER. A
further 0.7%–0.8% absolute improvement was obtained using
both phonetic and acoustic diversification compared to

.
Table VIII also reports results using fusion weights, in

(2), which were tuned to minimize EER on the 1996 test set. It
was found that using tuned weights improved the EER perfor-
mance of by 0.2%–0.6% absolute. However, a degradation

5The top 20-best paths obtained from a lattices are likely to differ by a few
insertions, deletions, and substitution. This is likely to provide less diversity
compared to six 1-best paths obtained using different acoustic models.

of 0.1%–0.2% was observed for . This is because there is
no obvious trend in EER performance across different acoustic
models which allows reliable tuning of the acoustic model spe-
cific weights that will generalize to unseen test sets. Hence, only
six language specific weights were used for to yield the best
EER performance of 4.71% and 8.61% on the 2003 and 2005
test sets, respectively. These translate to about 1.0% and 1.3%
absolute EER improvements compared to either the tuned96

system or the uniform system. The PPRLM systems
with phonetic and acoustic diversity front-ends constitute one
of the subsystems in IIR’s submission to NIST 2007 Language
Recognition Evaluation.

VIII. CONCLUSION

We investigate the use of acoustic diversification as an
alternative acoustic modeling technique for building a parallel
PRLM (PPRLM) language identification system. Unlike the
standard PPRLM systems where the subsystems are derived
using language dependent phone sets to provide phonetic
diversification, the proposed method aims at providing a better
acoustic diversification using different acoustic models to pro-
vide complementary acoustic emphasis. Experimental results
on the NIST LRE evaluation sets show that acoustic diversity
is as effective as phonetic diversity in characterizing spoken
languages in phonotactic approach to LID. The results also
show that the acoustic and phonetic diversifications provide
complementary language cues as evidenced in system fusion.

This paper further confirms the finding in previous work that
more diversified parallel phone recognizers present better lan-
guage specific phonotactic statistics. The acoustic diversifica-
tion techniques effectively maximize the use of limited training
data. It opens up a new paradigm for the design of large scale
spoken language identification systems. On the other hand, it
also reveals that the quality of the phone recognizer front-end is
crucial to the system performance.

Generally speaking, the acoustic diversification technique
can be applied to other applications where phonotactic features
are used such as in spoken document retrieval. This paper
provides an empirical proof to the effectiveness of phonetic and
acoustic diversifications. It would be an interesting future work
to study how each diversified phone recognizer contributes to
the language detection task.
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