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Abstract—The performance of spoken language recognition
system is typically formulated to reflect the detection cost and
the strategic decision points along the detection-error-tradeoff
curve. We propose a performance metrics optimization (PMO)
approach to optimizing the detection performance of Gaussian
mixture model classifiers. We design the objective functions to
directly relate the model parameters to the performance metrics
of interest, i.e., the detection cost function and the area under the
detection-error-tradeoff curve. Both metrics are approximated
by differentiable functions of model parameters. In this way,
the model parameters can be optimized with the generalized
probabilistic descent algorithm, a typical discriminative training
technique. We conduct the experiments on the NIST 2003 and
2005 Language Recognition Evaluation corpora. The experi-
mental results show that the PMO approach effectively improves
the performance over the maximum-likelihood training approach.

Index Terms—Classifier optimization, detection error tradeoff
(DET), discriminative training, spoken language recognition
(SLR).

. INTRODUCTION

POKEN language recognition (SLR) is the process of iden-

tifying the language of a spoken utterance. For a close lan-
guage set, SLR is typically a multi-way classification problem
that is also called language identification. However, SLR often
involves unknown languages in practice. Therefore, it is usually
formulated as a language detection task, also referred to as lan-
guage verification in the literature, which has two error types:
miss-detect and false-alarm. A miss-detect denotes failure of
detecting a target language known to the system, while a false
alarm reports the detection of a target that is actually not present
[11, [2].

A good language detector provides low miss-detect and false-
alarm error rates as well as a desired tradeoff between the two
error types. A receiver operating characteristic (ROC) curve is
widely used to illustrate explicitly the overall performance and
the possible error rate tradeoff between the two error types at
each of the operating points [3]. A variant of ROC, called detec-
tion error tradeoff (DET) curve, is widely used for reporting per-
formance of SLR systems [4]. Different from those of ROC, the
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axes of the DET plot are scaled with inverse cumulative distribu-
tion function (CDF) that enlarges the area of low miss-detect and
low false-alarm for ease of reading. An operating point on the
DET curve is determined by a decision threshold. The perfor-
mance of such an operating point is measured by the detection
cost function (DCF) [5]. The cost of miss-detect and false-alarm
in an application can be different and the DCF reflects the actual
cost at an operating point.

Naturally, the best operating point on a DET curve yields the
lowest DCF. It is however difficult, if not impossible, to know a
priori the best operating point of a system. Many attempts have
been made to estimate this operating point based on a develop-
ment set [6]. Usually, the operating point is estimated by using a
labeled development data set that is close to the test set in terms
of acoustic characteristics. However, such a development data
set is hard to come by. Another way to address the problem is to
improve the robustness of the DET curve. If the DET curve of-
fers a wide range of operating points that give rise to low DCF,
then the choice of operating point becomes less critical. In this
paper, we are interested in improving the DET curve.

Inthe SLR literature, little attention has been given to directly
optimizing the tradeoff between the two types of decision errors
for a desired operating point. The state of the art SLR systems
can be roughly divided into two categories. The first category
is the phonotactic modeling, where a speech utterance is tran-
scribed by phoneme recognizers and the scoring is performed on
phoneme strings, e.g., parallel phoneme recognizer followed by
either language modeling (PPRLM) [7] or by vector space mod-
eling (PPR-VSM) [8]. The second category is the acoustic mod-
eling, where acoustic features are modeled by classifiers such as
Gaussian mixture model (GMM) and support vector machine
(SVM) (e.g., [9] and [10]).

Despite many reported successes, these approaches often
fail to obtain the desired operating points at run-time. As far as
classifier optimization is concerned, we observe that there are
two major issues among many others. One is that the systems
are usually optimized in one way or another subject to certain
pattern classification criteria, e.g., maximum-likelihood (ML),
minimum classification error rate (MCE), maximum mutual
information (MMI), and large margin estimation (LME). Al-
though the optimization improves the system performance in
general, it does not correlate with DCF performance directly,
therefore may not lead to the desired performance. Another
issue is that the language detection involves multiple detectors,
each of which works for a single language. The output scores
from each detector may have different score distributions from
one detector to another, which is affected by many factors, e.g.,
channel of signal, content of speech, gender, or age of speakers.
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Fig. 1. Block diagram of PPR-VSM language recognition system.

This is evidenced by the fact that many SLR systems require a
proper score normalization [11], [12] for calibration.

We propose a performance metrics optimization (PMO) ap-
proach to directly optimizing recognition performance at system
level using discriminative training, in an effort to address the
above-mentioned issues in the SLR system. We are interested
in optimizing the two SLR performance metrics: the DCF value
and the DET curve. Objective functions are first defined to rep-
resent the two metrics. In practice, the DCF can be the objec-
tive function itself. The area under the DET curve is represented
by an objective function based on the Wilcoxon Mann Whitney
(WMW) statistics [13]-[15]. For ease of numerical computing,
the objective functions are approximated by continuous and dif-
ferentiable functions. Similar to the MCE framework [13], the
continuous function is based on a class misclassification mea-
sure that reflects the degree of separation between the target lan-
guage and its competing languages. The objective functions are
optimized using the discriminative training scheme based on the
generalized probabilistic descend (GPD) algorithm [13].

This paper is organized as follows. Section Il introduces the
SLR system in terms of system architecture and performance
evaluation. In Section Ill, the PMO approach is presented and
compared with three methods: MCE, optimization of the F}
measure that is used extensively to evaluate the performance of
information retrieval [16], and the FoCal method that is used for
score calibration and fusion [6]. We conduct experiments on the
NIST 2003 and 2005 LRE tasks in a systematic manner and re-
port the results in Section 1V. Finally, Section V concludes the
discussion.

Il. SPOKEN LANGUAGE RECOGNITION SYSTEM

A. System Architecture

Our study is based on a PPR-VSM system which comprises
three stages: a feature extraction front-end, a vectorization
back-end, and a language recognition decision classifier [8],
[17]. Fig. 1 illustrates the architecture of the system. Suppose
there are F' phone recognizers with a phone inventory of
v = {v1,...,vy,...,vp} and the number of phones in vy is
nf.
In the PPR front-end, the phone recognizers decode an input
speech utterance into F’ independent sequences of phone tokens.
In the VSM back-end, each of these token sequences is first
converted to a phonotactic feature vector with N-gram counts.
The dimension of the feature vector is equal to the number of
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N-gram patterns. Take example for the feature vector of the fth
phone recognizer, denoted as Vy. If unigram and bigram are
concerned, the dimension of V; equals s 4 n%. The F' phono-
tactic feature vectors are then concatenated into a large com-
posite bag-of-sounds vector V. = [Vq,...,V, ..., Vp] with a
dimension of K = 3}~ .(ny + n}). After a spoken utterance is
vectorized, language recognition can be cast as a vector-based
problem. To benefit from its distribution-free property, the SVM
is adopted to construct the VSM back-end. We design an en-
semble of @) binary SVM classifiers [18] to reduce the dimen-
sion of the bag-of-sounds vectors. Each SVM istrained for a pair
of languages, where the K -dimensional vectors in one language
are considered as the positive set and those from the other lan-
guage as the negative set. The outputs of these SVM classifiers
constitute a discriminative vector z = [z1(V),...,zqo(V)]. In
this way, we reduce the dimensionality from a large value K to
a small value @, yet maintaining language discriminative char-
acteristics of the spoken utterances. It was reported [18] that
the low dimension discriminative vectors outperform the large
bag-of-sounds vectors. The low dimension vectors also allow
us to deploy probabilistic models such as GMM and artificial
neural network for pattern classification.

A language detector is then trained on a collection of the dis-
criminative vectors. We formulate the language detection as a
hypothesis test. For each target language 4, we build a language
detector consisting of two GMMs. A positive GMM \;™ models
this language, and a negative GMM A; models its competing
languages. For M target languages, we build M such language
detectors. The confidence of a test sample = is defined as the
posterior odds in a hypothesis test under the Bayesian interpre-
tation. We have H, which hypothesizes that z is language ¢ and
H; which hypothesizes otherwise. The posterior odds are ap-
proximated by the logarithmic likelihood ratios (LLRs) as fol-
lows:

fi(z) =logp (z|A]) —logp (z]A]) . 1)

The higher the f;(x) is, the more probable H, overtakes H;.
The LLR is used for the final language recognition decision.
The parameters of the GMMs are commonly estimated using
the ML estimation

/\; = arg n&\zg,xp (XZ(|/\;) (2)

where ¢ € {4, —}. X is the collection of training data for A¢.
AT consists of samples of the target language 7, while X~ con-
sists of samples of its competing languages. Since the ML es-
timation attempts to maximize the likelihood of training data
against the models, the resulting GMMs may not yield optimal
detection performance in the task of spoken language recogni-
tion. In this paper, we propose techniques that adapt the GMM
parameters to optimize the detection performance.

B. Performance Evaluation

In an SLR task, the test sample may or may not belong to the
set of target languages. Therefore, there exist two error types,
miss-detect and false-alarm. The DET curve is designed to il-
lustrate the tradeoff between the two error types at each of the
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operating points [4]. The DCF value is used to indicate a cost of
the two error types given a determined operating point [5].

1) Detection Cost Function: In the hypothesis test of lan-
guage identity, the decision results can be grouped into four
categories: true positives (TPs) denoting samples correctly la-
beled as positives; false positives (FPs) denoting negative sam-
ples incorrectly labeled as positives; true negatives (TNs) de-
noting samples correctly labeled as negatives; and false nega-
tives (FNs) denoting positive samples incorrectly labeled as neg-
atives. The two types of errors, miss-detects and false-alarms,
are respectively defined as follows:

FN
Pmiss - TP—|——FN (3)
FP
Py =———. 4
BT EP TN @)

In practice, the two types of errors may lead to different costs in
a detection system, the DCF value is conventionally defined as
follows:

CDet = Cmissptgtpmiss + Cfa(l - Ptgt)Pfa (5)

where C,;s and Cf, represent the respective costs of a miss-
detect error and a false-alarm error. Py is a priori probability
that a trial is a target trial. To differentiate correlation among test
languages, a language-dependent DCF is defined in the NIST
language recognition evaluation plan as follows: [5]:

M
CN'Det = Z CDet (Z)/M (6)
i=1
CDct(i) = CmissPtgthiss(i)

1 o
+ ﬁ ; Cfa(l - Ptgt)Pfa(ZL]) (7)
VE)

where N is the number of possible languages, which may be
larger than the number of target languages M in an open test.
P,is(7) is the miss probability for the 4th target language and
P, (i|7) is the false alarm probability of the jth language’s sam-
ples incorrectly labeled as the sth target language.

2) Detection Error Tradeoff Curve: As a variant of ROC,
the DET curve has been commonly adopted to report perfor-
mance of the SLR systems [4]. In the ROC plot, we have the
horizontal axis for P, and the vertical axis for the probability
of correct detection P; = 1 — Pp;ss. In the DET plot, we have
the vertical axis for P,,;s instead, and both axes are scaled with
the inverse cumulative distribution function (CDF): ®~1(P) =
V2erf™!' (2P — 1), P € (0,1), where erf~'(z) is the inverse
of error function erf(z) = (2/y/7) [y e~ dt [19]. The inverse
CDF scale allows the region of low miss-detect and low false-
alarm to be enlarged resulting in linear-looking DET curves,
which makes comparison among classifiers easier. Similar to
the definition of language-dependent DCF (6), two error proba-
bilities for the DET plot are defined as averages over the target
languages

1 .
Pmiss = M Z Pmiss(z) (8)
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In the DET plot, the equal error rate (EER) is the point where
the false alarm probability equals the miss probability. With a
decision threshold, the probabilities of two types of errors (Pyjss
and P, ) can be read. The corresponding DCF value denotes the
resulting expected cost of the decision threshold.

I1l. OPTIMIZATION OF RECOGNITION PERFORMANCE

Now we present the PMO approach to directly optimizing
the two SLR performance metrics: the DCF value and the DET
curve. First of all, we need to define the objective functions. In
practice, the DCF can be used as an objective function, while the
area under the DET curve needs to be represented in a quantita-
tive term. Following how the area under the ROC curve is repre-
sented with the WMW statistics [13]-[15], we define the DET
objective function to represent the area under the DET curve
with the WMW statistics. It differs from the area under the ROC
in two aspects. First, this function represents the expected area
over a collection of target languages. In this way, the optimiza-
tion takes into consideration the score ranges of different lan-
guages. As a result, the score normalization takes place during
the training process. Second, the cost of error probabilities is
embedded into the objective function, so that the expected cost
can be optimized at every decision point.

As defined in (7), the DCF is a combination of two discrete
error probabilities weighted by respective cost factors. The
WMW statistics consist of an indicator function having either
zero or one. These two objective functions are discrete mea-
surements and therefore difficult to implement in a numerical
algorithm. An alternative is to approximate them with contin-
uous and differentiable objective functions. This procedure has
been widely used in related works, such as the MCE objective
function [13], the maximal figure-of-merit (MFoM) objective
function [15], and the optimization of ROC curves [14]. Sim-
ilarly, we smooth the two objective functions using a class
misclassification measure with respect to GMM parameters.

With the differentiable objective functions, we can follow
the discriminative training scheme, which has been studied ex-
tensively for hidden Markov modeling (HMM) in automatic
speech recognition (ASR), such as maximum mutual informa-
tion (MMI) training [20], minimum phone error (MPE) training
[21], and minimum classification error (MCE) estimation [13].
Several optimization methods have been studied to minimize the
objective function with respect to the model parameters, e.g., the
GPD algorithm [13], the approximate second-order Quickprop
method [22], a similar extended Baum-Welch (EBW) method
[23], etc. More recently, LME of Gaussian densities was pro-
posed to maximize the margin of correct classification [24],
[25]. However, these discriminative training approaches cannot
be directly used here as they do not deal with two error types. In-
spired by the GPD solution to MCE training, we derive the GPD
updating procedure for discriminative training of our GMM pa-
rameters.

In our system, the VSM back-end is an ensemble of SVM
classifiers. The SVM parameters are estimated with the LME
criteria and accordingly the vectors issued from the VSM
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back-end have embedded discriminative information. How-
ever, they are considered part of the language characterization
process. What we are interested in with the PMO approach is to
optimize the decision making process for improved recognition
performance.

To gain a better understanding of the proposed metrics, we
will further conduct an inquiry into their relationship with other
optimization criteria such as the F}; measure which measures a
combined effect of precision and recall [16], the minimum clas-
sification error rate (MCE) which minimizes close-set language
identification error, and the FoCal calibration scheme [12].

A. Minimizing DCF

Optimizing the cost in (6) is not straightforward. One solution
is to approximate it with a continuous and differentiable func-
tion. Let us define a class misclassification measure d;(z; A),
where z is a feature vector and A is the set of model parameters
[13]. d;(z; A) > 0 implies a misclassification and d;(z; A) < 0
means a correct decision. It is then embedded in a loss function
by using the following sigmoid function: [;(z; A) = 1/[1 +
exp(—~d;(z; A) + 6)], where ~ is a positive constant that con-
trols the size of the learning window and the learning rate, and
6 is a constant measuring the offset of d;(x; A) from 0. The
miss-detect and false-alarm probabilities can then be approxi-
mated by summing over training samples, as follows:

r€Q;
Pmlss L Z l T3 A (11)
|Q | e,

where Q; is the set of training data belonging to the ith
language. As discussed previously, for each target language
7, we build two GMMs, one for the positive data set ;
and another for the negative data set (2; {Q; 5. We
define d;(z;A) = —logp(z|A\}) + logp(z|\]), where

p(z|AS) = >, wi N (@ s, 26,,), and ¢ € {+,—}, m de-
notes a Gaussian component, w¢,,,, u$,,,, %5, are, respectively,
the weight, mean vector, and covariance matrix of the mth
component in the cth GMM for the language 7. The covariance
matrix X3¢, = diag{o¢> LmQ} is defined as a diagonal
matrix.

In this way, the DCF function (6) becomes a continuous func-
tion L(X;A) where X means the whole training set. In this
paper, we minimize L(X’; A) using the GPD algorithm which
iteratively updates parameters in the form of Ayy1 = A: —
et VL(X; A)|a=n,, Where ¢ denotes the iteration number, the
learning rate ¢; needs to satisfy the conditions for the Rob-
bins—Monro theorem [26], and

il

1 Ca - P, 1 0l
Vi = g7 |- SETE T

M| A

(12)

1 9Oli(z; A)
+Cmissptgt Z | 8—/\

An important issue in the GPD algorithm is how to design
the learning rate ¢,. This is because the training process starting
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from a good learning rate can converge within fewer iterations.
If the learning rate is too high, the performance may degrade at
the beginning, and thus the sequential learning may fail. On the
contrary, if the learning rate is too low, the convergence may be
too slow to be practical. The learning-rate issue is related to the
particular form of loss function. To the best of our knowledge,
a general solution to it is still lacking. In our experiments, we
suggest a heuristic method to set the learning rate.

The convergence properties of the GPD algorithm were
studied in the literature and sometimes were known as sto-
chastic approximation [13]. Under some general conditions, the
GPD algorithm converges to a local minimum point. To make
use of the available training samples, one of the most effective
ways is to adapt the model parameters sample-by-sample after
each sample is seen. The training data can be reused in several
epochs to reach convergence.

The GPD algorithm needs to accommodate constraints im-
posed by the GMM structure. Transformation on the parameter
space is one solution to it [13]. In this method, the parameters
are updated through the inverse transform from the transformed
parameter space to the original parameter space. For brevity,
here we only derive the updating process for mean vectors in
the GMMs. The mean vectors are first transformed as follows:

Brna = Mimal Tsma [13]. Then they are updated in (12) as fol-
lows:
O A) oy (1= ki A)) b Ao

0lu’zmd

ws N (T 1S, X6, d e
./(V— )(‘ ( P ll’Lm(l> (13)
Z wzm’ ( ’ H’im’ ’ Ewn’) Oimd

This optimization metric is also referred to as minDCF. Note
that the minDCF metric takes into consideration the output
scores from different language detectors. It is expected to
calibrate the individual output scores for overall system perfor-
mance.

B. Minimizing the Area Under DET Curve

The area under the DET curve can be denoted by the value of
the normalized WMW statistics [14]:

S SV I(fu, )
Uuv

where {f,,u = 1,...,U} are the outputs of the classifier on
positive samples, {fu, v = 1,...,V} are the outputs on nega-
tive samples, U and V are, respectively, the numbers of positive
and negative samples, and

Awnw (X5 A) = (14)

1 f) = {5, o (15)

otherwise.

The non-differentiable function I(f,, f.) needs to be approx-
imated by a sigmoid function for deriving updating formulas.
At the same time, we can incorporate the cost factors in (7)
into the sigmoid function. In (7), miss probabilities Piss(7)
are weighted by Ciiss Pt While the false alarm probabilities
Py, (i]5) weighted by Cta(1 — Pigt). Priss(4) results from small
values in { f,,} that are lower than the threshold. P, (i|7) results
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from large values in { f, } that are higher than the threshold. As
a result, the sigmoid function is defined as follows: S(f., f.) =
1/[1 + exp(_’}/(cufu - C'Uf’ll) + 0)], where Cy = Cmissptgta
¢y = Cra(1 — Pygy). Equation (14) is defined for a binary deci-
sion problem. For our multi-language detection problem, sim-
ilar to Equation (6), (14) can be rewritten as an average of the
WMMW statistics over the target languages

| M
=M ZAi(X§A>
i=1

where A;(X; A) is the WMW statistics for the sth language and
is computed as follows:

| N— 1Z| O > S(filw), fiv)).
i# u€| Q| ve| Q| .

Because the total area in the DET plot is normalized to 1,
the area under the DET curve, which is to be minimized, is
L(X;A) =1— A(X;A). Differentiating it with A we get

(16)

A (XN =

VL(X;A) = M|Q|N_1Z|Q|U§U§75(1—S
X <cu 8];& u) — Cy 8]{3}(\1})) (18)

where df;(z)/0A = —09d;(x)/0A. The same derivation can
now follow as that in Section I11-A. This optimization metric is
also referred to as minDET.

C. Comparison With F; Measure

The F; measure is a widely used metric for evaluating the
decisions [16]. Optimizing F; measure, we yield the best
compromise between recall and precision. Recall is the fraction
of correctly labeled samples among positive samples. Precision
is the fraction of the correctly labeled positive samples among
input samples. Given four categories of decision results in
Section 11-B.1, we have the recall as R = TP/(TP 4 FN), the
precision as P = TP/(TP + FP), and F; as follows:

2PR 2TP

""P+R  FN+FP+2TP (19)

We compare minDCF and minDET with F; in two aspects.
First, we investigate the relationship between F; and DCF,
which shows that maximization of F} is equivalent to mini-
mization of DCF. Second, we derive the optimization approach
to maximization of F; using the GPD algorithm and compare
its update formula with those in minDCF and minDET.

1) DCF Versus F; Measure: To gain a better insight into the
relationship between F; and DCF, (19) can be rewritten with
respect to P;ss (3) and P, (4) as follows:

2(1 - Pmiss)
Fy = . 20
! 2'1'F)fa_F)miss ( )
Let us consider the case of Pniss = Pr(= P), which cor-

responds to the EER point on the DET curve. In this case, (20)
is rewritten as F; = 1 — P. As defined in the NIST 2005 LRE
plan [5], we set Criss = Cra = 1 and Py = 0.5. In this case,
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the DCF in (5) becomes Cp.t = P, and accordingly we get
F; = 1 — Cpe. This relationship is only valid at the EER point
with the above parameter setting. In other situations, it becomes
difficult to express the relationship as a function.

Let us assume that score distributions of positive and negative
samples satisfy two Gaussian distributions with a common iden-
tity variance and different means: N (z;d, 1) and NV (z;0,1),
where d is set to be 2. Then, Fig. 2 illustrates the relationship
among F1, Cpet, Pra, and Ppiss With respect to decision thresh-
olds. Itis shown that at the EER point when P, equals P,;ss, the
DCF reaches the minimum value while the F; reaches its max-
imum. In other words, maximizing £ (minimizing 1 — F}) is
equivalent to minimizing DCF on the training data. At non-EER
points, the relationship between F; and Cp.; cannot be easily
interpreted. For ease of comparison, we also draw 1 — F} curve
in Fig. 2. Comparing the curves of 1 — F} and DCF, we note
that the DCF curve offers a wider valley than the 1 — F curve
does, which implies a wider desired operating range.

2) Optimization of Fy: We optimize F; using the GPD al-
gorithm. For multiple target languages, the F; measure can be
defined as an average over all target languages

(21)

= Z Fi(i)/M
L TRl
FN(4) + FP(4) + 2TP(4)

Fi(i) = (22)

Similar to (10) and (11), the above counts can be approxi-
mated by using the loss function I;(x; A) as follows:

TP(i) = Y [1—Li(w; A)] (23)
re;

FP(i) = Y [1—lLi(w; A)] (24)
€,
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FN(Gi) = > Li(a; A).

r€eQ;

(29)

Substituting (23)—(25) for variants in (22) and differentiating
against model parameters A, we get

N a; 8lz(a:,A) 2()1 — Q; 8ll($,A)
VA0 =5 >~ 7 2o @
v xgQ; 3 €,
where
ai =2 (1-1), (27)
r€Q;
b= (I=L)+ > (1—l)+[Ql.  (28)
z€Q7 IEQi

Let us compare the update formula in (26) with those of
minDCF and minDET ((12), (18)). Three equations are all
composed of two accumulators. One is accumulated over the
target language data, and another over the data of its competing
languages. The optimization approaches attempt to maximize
the difference between the two accumulators, which results
in the enhancement of discrimination between positive and
negative models. The difference among the equations lies in the
different objective functions. Equation (26) differs from (12)
in the coefficients of accumulators. Equation (18) differs from
the other two in the way it accumulates over the statistics from
positive and negative samples.

Intuitively, we can see that F; and minDCF metrics attempt
to optimize the best operating point for training data, while
minDET is focused on achieving a wider range of desired oper-
ating points.

D. Comparison With MCE

We have discussed several techniques that optimize the lan-
guage recognition performance. When the test speech utterance
is known to be in a close language set, we can design an ap-
plication that identifies the speech utterance to one of the target
languages. This is also referred to as language identification.
The recognition error rate is reported as the number of errors
over the number of total trials. It is equivalent to the miss-de-
tect rate in detection metrics. The MCE metric was studied to
directly optimize the recognition error rate [13] in a close set
recognition/identification task. It is interesting to find that the
objective functions of minDET and minDCF can be reduced to
that of MCE when we only care about the miss-detect rate.

In practice, the MCE estimation minimizes the following ex-
pected loss [13]:

L(X;A) = Ey {li(z; A)} (29)
where [;(z; A) is the cost of classifying a sample z to a target
language . The expectation function can be minimized by using
the GPD algorithm.

If we remove the false alarm probabilities Py, (i|j) from the
minDCF objective function (6), we can rewrite it as follows:

1 .
L(X; A) = M Z OmissptgthiSS(Z>
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1 1
= OmissPtgtM zL: |QL| mgg:zi ll (217, A)

x B, {li(z;A)}. (30)
Therefore, optimizing (30) is equivalent to optimizing (29).

As far as minDET as concerned, if we remove the output
function of negative samples f;(z; A), then the minDET objec-
tive function (16) can be rewritten as follows:

> filwiA)

1 &
A(X:AN) = —
XN =37 2 2

x By {l;i(x; )}

(1)

which has the same effect as (30) does.

From (30) and (31), we see that minDCF and minDET are
the extension of the MCE estimation. They extend the idea of
discriminative training from the close set recognition tasks to
open set detection tasks. We will further compare the minDCF,
minDET metrics with the MCE metric in both identification and
detection experiments.

E. Comparison With FoCal Calibration

Recently, an approach to fusion and calibration (FoCal)
of detection scores has been successfully used for speaker
recognition and spoken language recognition [6], [12]. The
calibration scheme aims to transform detection scores to
LLRs. For each trial x, scores of M target languages which
are assumed to be logarithmic likelihoods constitute a vector
s(z) =
function is then defined as follows:

§'(x) = F (s(x),0) = as(z) + (32)
where « is a scalar, 8 is an M-dimensional vector, and © =
{a, 8} constitutes a set of transformation parameters, which are
estimated by using a conjugate gradient descent algorithm to
minimize a linear logistic regression function [12].

The PMO approach is different from the FoCal technique in
many ways. First, FoCal aims at optimizing the mixture-of-ex-
pert system by calibrating the parameter set ©, while the PMO
approach is designed to improve the separation between posi-
tive and negative models, AT and A~ and thus the separation
between the target languages. Different from (1), the LLRs in
FoCal are defined as follows:

M
fi(z) =log esi(®) logz i (@), (33)
7j=1

Second, the PMO approach adopts different objective functions
from that of FoCal. FoCal is designed to minimize the linear lo-
gistic regression function, while the PMO approach minimizes
either the DCF or the area under the DET curve. FoCal cali-
brates the output scores of subsystems [6] through a linear re-
gression, while the PMO approach fine-tunes each subsystem.
Nonetheless, if we consider the output scores of subsystems as
the feature vectors of GMMs, the PMO approach can be gener-
alized to calibrate fusion weights of subsystems as well.
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IV. EXPERIMENTS

A. Experimental Setup

We conducted SLR experiments on our PPR-VSM system
[8]. In the system, each speech utterance was represented by a
discriminative vector of 105 dimensions [27]. The discrimina-
tive vectors were then modeled by GMMs to form language de-
tectors. For each target language, two GMMs were built: a pos-
itive GMM consisting of 32 Gaussian components and a nega-
tive GMM consisting of 256 Gaussian components. The GMMs
were trained on the CallFriend corpus that consists of 12 lan-
guages: English, Hindi, Japanese, Korean, Mandarin, Spanish,
Tamil, Arabic, Farsi, French, German, and Vietnamese [28]. The
NIST 1996 LRE data, which consist of a total of 1492 sam-
ples from 12 languages [29], were used as a development set to
help provide the decision threshold. The NIST 2003 and 2005
LRE data were used as two test sets [29]. The NIST 2003 LRE
data are composed of 1200 utterances from 12 target languages
and 80 utterances of an out-of-target language (OOL)—Rus-
sian. The NIST 2005 LRE data are composed of 3403 utter-
ances from seven target languages (English, Hindi, Japanese,
Korean, Mandarin, Spanish, and Tamil) and 84 OOL (German)
utterances.

B. Training Process

The GMMs in the baseline PPR-VSM system were firstly
trained with the ML estimation. The training process is a
K-mean initialization followed by 20 expectation-maximization
(EM) iterations. Then the GMM parameters were reestimated
using two approaches: minDET and minDCF. The parameters
were updated in a sample-by-sample iterative procedure, i.e.,
the training samples were sequentially processed and the GMM
parameters were updated after each training sample is seen. To
achieve the best convergence, the training procedure is repeated
for several epochs over the whole training set. The order of
training samples was randomized before the start of training
process and was the same in all epochs.

In the following sections, we describe the processes of setting
the meta-parameters including the learning rate ¢, the sigmoid
function parameter -y, and the number of epochs. The GPD algo-
rithm requires these meta-parameters to be properly set to con-
verge [30]. We suggest using the following heuristic processes
to initialize the meta-parameters.

1) Learning Rate ¢: In order to satisfy the Robbins—Monro
theorem [26], the value of learning rate ¢ was chosen to be
steadily decreasing with time from an initial value ¢, to 0.
The decreasing step was set to be (1/F||)eo, where E is the
number of epochs and |©2] is the number of training samples
in the training set. To start the study, we set £ to 50. The
value of ¢y is dependent on the size of training data and was
found to yield reasonable performance improvement in the
range between 10 and 10°. We increased ¢, at a step of 10* in
this range and illustrate in Fig. 3 EERs of two approaches on
NIST data sets at each step. It is shown that the four curves are
generally stable in the range while the initial values larger than
5.0 x 10* can obtain slightly better performance than the values
smaller than 5.0 x 10*. We set ¢, = 8.0 x 10* in the following
experiments. In conclusion, we suggest a two-step search for
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Fig. 3. EERs (in %) of the minDET and minDCF approaches with different o
on NIST 96, 03, and 05 LRE tasks. Initial value of zero shows the baseline.

the value of ¢; according to evaluation of the recognition
performance on the development set. First, a rough search is
conducted in a broad range of positive values. In this way, a
selection zone can be determined. Second, a precise search for
the best point is conducted in the selection zone.

2) Effect of v: The parameter  in the sigmoid function af-
fects the slope of the function curve. Fig. 4 illustrates the sig-
moid function curves with different values of ~. It shows that
the curve becomes flatter as  decreases. Consequently, a small
value of v may cause a slow convergence while a large value of
~ may result in overtraining of parameters. Because  is mul-
tiplied with either the misclassification error d;(z) or the LLR
fi(x), we set v to make the following expected value propor-
tional to one, in order to achieve a smooth sigmoid function:

E(vfi(x)) o 1.

In our experiments, E(f;(z)) o« 100, and therefore v o 0.01.
We then studied the influence of v on the performance by
varying the value of ~y in the range from 0.005 to 0.01 at a step
of 0.001 and from 0.01 to 0.05 at a step of 0.01. 4 is set to zero.
Because d;(z) in minDCF is negative to f;(z) in minDET, the
influence of ~ in two approaches are the same. Fig. 5 illustrates
EERs of the minDCF approach with different v values on
NIST data sets. Curves show that v values between 0.005 and
0.01 can yield smooth performance improvement while larger
values of v degrade the performance due to the overtraining.
We set v = 0.01 in the following experiments. In conclusion,
we suggest a two-step process for v selection. First, v is preset
to satisfy (34). Second, it is refined in a small range around the
preset value. Our experiment shows that the second step has
little effect on the performance and can be skipped.

3) Number of Epochs: The training procedure on the whole
training data is repeated for E epochs. In order to investigate
the convergence speed of the training process, we set £ up to
50 and measured the change of both objective functions and
EERs after each epoch. Fig. 6 shows the change of objective
functions of two approaches, i.e., the area under DET curve in

(34)
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the minDET approach and the DCF value in the minDCF ap-
proach. It is shown that the objective functions decrease largely
in first five epochs and achieve sufficient convergence in 50
epochs. Fig. 7 illustrates EERs of the two approaches after each
epoch. EERs can decrease effectively after the first epoch but re-
main unstable in the first 30 epochs probably caused by effects
of local optimization. After 30 epochs two approaches yield
smooth and similar performance. We set E = 50 when reporting
the following results. In conclusion, the number of epochs can
be easily set according to the convergence of objective func-
tions.

4) MCE and F;: In MCE training, we set values of the three
parameters (eg, 7y, and E) as the same as those in minDET and
minDCF because MCE is special cases of the two approaches as
presented in Section I11-D. For £} optimization, the parameters
need to be adjusted to suit the F; objective function. We set
eo = 100 after investigating its influence on the EER results.
Both v and E do not change because the loss function and the
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tasks.

iterative GPD procedure are the same as those in minDET and
minDCF.

5) Comparison of Objective Functions: The four discrimi-
native training approaches (¥, MCE, minDCF, and minDET)
optimize different objective functions on the training data. It
is interesting to investigate how these approaches affect each
other’s objective function. Table I shows the objective function
values of the baseline and four approaches on the training data.
Each training approach effectively improves each other’s ob-
jective function over the baseline. The best values of objective
functions are obtained by the corresponding optimization ap-
proaches except for 1 — F; (see bold values in Table I).

6) Comparison of Score Distributions: It is helpful to have
the distribution of detection scores to illustrate the effective-
ness of the discriminative training approaches. We set the de-
tection threshold at the valley between two peaks of the distri-
bution curve. Fig. 8 shows the histograms of detection scores
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TABLE |
OBJECTIVE FUNCTION VALUES OF APPROACHES ON TRAINING DATA

Methods Objective functions
1—F1 [ MCE | DCF | DET
Baseline 0.535 0.101 | 0.161 | 0.038
Iy 0.242 0.100 | 0.146 | 0.029
MCE 0.509 0.015 | 0.088 | 0.011
minDCF 0.114 0.019 | 0.026 | 0.002
minDET 0.154 0.049 | 0.058 | 0.001

Fig. 8. Detection score distributions of discriminative training approaches.

TABLE I
Top-1/Top-2/Top-3 IDENTIFICATION ERROR RATES (IN %)
OF APPROACHES ON NIST 03 AND 05 LRE TAsSKs

that approximate their distribution curves for the baseline and
discriminative training approaches. We used 2400 samples (200
for each of 12 languages) in the training data to generate 2400
genuine scores and 26 400 impostor scores which are LLRs of
the GMMs. It is shown that the genuine and impostor scores
of all methods are clearly separated into two peaks. The four
training approaches effectively improve the separation over the
baseline system. The minDCF and minDET approaches achieve
bigger separation than the MCE and F; approaches, thus pro-
viding a wider desired operating region.

C. Results of Language ldentification

We first take a look at the results of the language identifica-
tion task that classifies a speech utterance to one of the target
languages. It is assumed that the speech utterance belongs to
one target language and therefore the test utterances of OOL
languages are excluded in this case. We are interested in Top-N
results which consider the test utterance correctly identified if
only the target language appears in the resulting top-N shortlist.
In Table 11, we present Top-1, 2, and 3 identification error rates
of baseline and four methods (£, MCE, minDET, and minDCF)
on two test sets.
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TABLE 111
FOUR CATEGORIES OF DECISION RESULTS OF
APPROACHES ON NIST 03 AND 05 LRE TASKS

‘ Methods ‘| LRE 03 I LRE 05 |
[ TP [ FP | IN [FN | TP | FP | TN [ FN |
Baseline || 1159 | 476 | 12724 | 41 || 3164 | 1334 | 19672 | 239
Tnorm || 1154 | 398 | 12802 | 46 || 3161 | 1314 | 19692 | 242
FI 1162 | 460 | 12731 | 38 || 3192 | 1460 | 19546 | 211
MCE 1172 | 536 | 12664 | 28 || 3228 | 1561 | 19445 | 175
minDCF_|| 1166 | 407 | 12793 | 34 || 3221 | 1248 | 19758 | 182
minDET || 1164 | 375 | 12825 | 36 || 3208 | 1247 | 19759 | 195

The results show that the four methods all consistently im-
prove the performance over the baseline. MCE obtains slightly
better results than F; except for the Top-1 result on the NIST
2003 LRE task. Both minDET and minDCF achieve better re-
sults than F; and MCE, and the performance of minDCF and
minDET are close to each other. The results show that minDCF
and minDET are as effective as MCE in close set language iden-
tification task. We note that minDCF and minDET use both
miss-detect and false-alarm errors (probabilities) in the objec-
tive functions while MCE only uses miss-detect error. The re-
sults suggest that the false alarm error is useful in the discrim-
inative training that helps improve separation of GMM models
between languages.

D. Results of Language Verification

The language verification results are reported as the average
over a collection of language detectors. The score distribution
of each language detector may be different, which is affected by
many factors, e.g., channel of signal, content of speech, gender,
or age of speakers. This makes the scores less comparable across
different detectors. To find a global decision threshold, the score
calibration becomes necessary. The discriminative training in
this paper offers a solution by incorporating the score normal-
ization into the optimization process. To establish a fair com-
parison, we conduct the test normalization (Tnorm) on the base-
line system. Tnorm has been successfully used in speaker veri-
fication to normalize the score distributions of different speaker
models [11]. It has been used for language verification score
normalization as well.

The DCF value on the test data is calculated by using (6)
and (7). In the equations, both C,;ss and Cf, were set to be
1, and P was set to be 0.5. In order to compute the miss-
detect and false-alarm error rates, we set a decision threshold
through the development set. With the LLRs of the GMMs on
the development set, a DET curve can be plotted as explained
in Section 11-B.2. The EER decision point on the DET curve
is chosen as the operating point for the test sets, and the corre-
sponding threshold is the decision threshold. The DET curve on
the test set is plotted in the same way as the development set.

Table 111 shows the four categories of decision results (TP,
FP, TN, and FN) of different optimization schemes. On both
NIST 2003 and 2005 LRE tasks, the MCE approach achieves
the lowest FN values, the equivalents of miss-detect errors. This
is because the MCE estimation minimizes the expected loss
(29), the equivalent of miss-detect error. The minDET approach
achieves the lowest FP values, the equivalents of false-alarm
errors. As compared with other methods, the minDCF and
minDET approaches obtain low values for both FP and FN as
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